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; FAB: what is it?

FAB is a virtual disk system :

Composed of a distributed collection of small, cheap storage
devices (“bricks”).

Targets the enterprise (“mission critical”) market.
Goals:
Provide availability & reliability of high-end storage systems.
Cost a fraction of the cost of today's systems.
Cover from low- to high-end markets
Scale: 3 ~ 5000 bricks.
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Enterprise storage systems

More than just reading and writing blocks...
Extremely high availability & reliability:

Redundant structure (disk, controller, NVRAM, network, power).
Instantaneous & transparent failover.
Hot-swappable everything.
Many features:
Network attached (Fibrechannel, iSCSI)
Continuous status monitoring.
Snapshots, backups, remote mirroring.
Data checksumming
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Enterprise storage systems

They are built from highly-
reliable, customized,
hardware MSA (entry)
i ~14 disks
Long development time. EVA (mid-range)
High costs (~$6M for XP ~256 disks
w/ 54TB).
Limited scalability.
Multiple different product

lines at different market
segments.

Totally separate
hardware, firmware...

i XP (high-end)
to@hpl.hp.
Sz ~1024 disks 5

FAB: building a better storage system

Making a set of
small commodity
storage devices
(bricks) behave like
an enterprise disk
array.

Provides a set of

logical volumes

Coordinate bricks
in a fully
decentralized
manner.
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What is a brick?

Network
cards

RAID
controller

The idea is to use commodity components
Relatively cheap, economies of scale

Could be built at <$2000 w/ 12 SATA disks.
All the intelligence is in the software.
Net cost: 10~20% of the cost of today's enterprise storage systems.
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Challenges of using commodity
components

MTBF of ..
Disk: 5~50 years
HBA: ~50 years

Enclosure: ~30 years
Ethernet adapter: ~40 years

Ethernet switch: ~4 years
[Asami2000]

Commodity computers are far less reliable than
enterprise counterparts.

~30 failures/yr in a 1000-brick system.
Network partitioning cannot be ignored.
Reliance on software  more chance of “stuttering”
failures.
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FAB goals & strategies

Scale up to 5000 bricks. Load balancing &
Ma>_<imi_z_e performance and data layout
availability from disparate set
of bricks.

Use cheap hardware
Continuous operation,
instantaneous failover

No data loss Automatic

Online-upgrading of reconfiguration
everything.

Majority-voting-
based replication &
erasure coding
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Talk outline

Software structure
Three challenges:

1. Distributing logical blocks to physical disks and locating replicas

Randomized segment-group distribution + Paxos-based
replication.

2.Maintaining replica consistency.
Majority-voting based replication.
Two optimizations: range table & timestamp GCing.
Reconfiguration
Erasure coding
3.How do we choose parameters?
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Structure of FAB

No change to the clients
(iSCsI, Fibre Channel, ...)

Clients can talk to any brick

to access any logical
volume.

Front end: receive requests
from clients.

Layout DB: maps <volume,
logaddr> to {bricks}
‘ I/O coordinator: replica
5 coordination.
= PMap: maps <volume,logaddr>
to <disk,physaddr>
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Managing layout information

Paxos-replicated
volume segment
thl layout tbl
vollD groups
N\
offset
Locally managed
chi
pmap
A volume is divided into 1GB tl
offset | .
segments :
A segment is replicated on 3
bricks by default.
Layout information replicated <disk, diskoffset>

at every brick using Paxos. '
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Segment layout policy

Layout goals:
Load balance: let each brick appear the same# of times.

Reliability: Reduce the # of unique sets of replicas.

Reliability Prob. at least one segment is lost in the whole
system.

Solution: constrained random distribution
Create 3~10 segment groups for each brick.
Randomize the mapping segment segment group.
Load is balanced both in normal and degraded mode.
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Maintaining replica consistency in FAB

Goals:
— Mask failures w/o delay. Ol

— Handle network partitions, slow bricks,
stuttering failures, etc.

— Strong consistency, even after
failures.

— Allow I/O coordinators to fail & restartD

Solution: DD D D D D

coordinate write

— Replication and erasure coding.
— Majority voting + timestamping

— A machinery for detecting partially
completed requests and aborting

them.
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Correctness criteria for disk systems

How do we know that a disk system is “correct”?

Intuitively, a “read” should return the most recent written value.

This definition works only when things never fail, disks are not
replicated, or only one client exists in the universe.

Nontrivial otherwise; you can't find one in SCSI or IDE docs.
(Extended) Linearizability:
All clients agree on a single global ordering of read/write
operations
subject to happens-before relationship among them
A “read” reads the most recent successfully written value.

When an operation fails, it either does or does not take effect (but
it won't corrupt the disk randomly).
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Voting with two timestamps.

Store two timestamps per val=v; valTs=5; ordTs=5
block Or,
Zer (6,x
valTs: shows the value S SN R
_ordTs 63+
stored. L

ordTs: shows the last

Write CRUN DETTS P
attempted update ﬁwﬂs 6 It
. . ——val X 5
“Write” runs in two phases / ‘[ readd

--------- R/
valTs ordTs outstanding %SX
update, needs recovery. T val=x
v A\ 4 v A 4 v
C R Rs Cz
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Failure recovery using two
timestamps.

Failure recovery happens as
a side effect of reading.

val=v; valTs=5; ordTs=5

No failure detection, locking,
etc required.
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What does it give us?

Ensures (extended) linearizability in presence of failures, recoveries,

and concurrent operation requests.
We've even proved it!

Two-phase writes, one- or three-phase reads.
Optimizes for the situation where there are no failures and where operations to
the same block do not overlap

More efficient than traditional atomic-register emulation or atomic broadcasts
(e.g., Paxos)

No fail-over or re-configuration in the foreground

Fast restart
No need for heart-beat or other failure detection mechanisms

(Note: we do use heartbeats to control reconfiguration and load balancing)

ysaito@hpl.hp.com 2
5/27/2003




Optimizations

Usually, a “read” only needs to read the block value from one brick.
Disk-access cost optimal (assuming timestamps fit in NVRAM).

Can do load balancing here.
Reducing timestamp space overheads

Done naively, timestamps would occupy 24GB for a 1TB brick.

Timestamps can be GCed after all replicas reply

An 1/O request often read/writes a large region (~256KB)
Store one set of timestamps for the entire region

Net result:

500KB during non-failure operations

6~10MB increase per hour after failures.
21
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Reconfiguration example

Reconfiguration

Problems:
Using three replicas to tolerate one failure is a waste.

Need to replace terminally broken bricks automatically.
Solution: dynamic view change + asynchronous view GC

A new quorum system is superimposed after a failure or recovery.

The new quorum system must intersect with a majority of the old

quorum system.
The old quorum system can be GCed after a majority of bricks in the
new quorum system writes all the blocks that have committed in the

old quorum.
Reconfiguration policy still open

22
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Erasure coding

Another way to reduce space overheads.
Two parameters: number of original blocks (m), number of
encoded blocks (n)

3-of -5 erasure code example

N-way replication is (sort of) 1-of-n erasure coding.
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Erasure coding

The basic idea is the same (consider a 3-of-7 scheme)
Use two-phase writing to update 7 blocks.
Read any 3 blocks to reconstruct the original blocks.
But:

More than a majority must receive the encoded blocks to guarantee
that subsequent reads can reconstruct the value.

Overwriting a replica may render a block unreconstructible.
(what if two coordinators both die after writing to two bricks each?)
Solution:
Use an m-intersecting quorum system.
in 3-of-7 code, |3-intersecting quorum|=5
Versioning store + garbage collection.
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Erasure coding

log={<5,v>}; ordTs=5

When reading,

If ordTs values are
all the same and
ordTs=maxTs(log)
for each brick, then
decode the original
block value.

Otherwise, pick the
maximum timestamp
from the log that
allows the decoding
of the block value.

Decode the value,
and write back with a

C R R R R R R R new timestamp.
ysaito@hpl.hp.com
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Comparing replication and erasure
coding

Replication
+ efficient “small” writes
+ simple (no logging)
- space inefficient
Erasure coding

+ space efficient for a given
availability

- inefficient small writes,
especially after brick
failures.
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Mean-time-to-data-loss comparison

128 bricks, 1TB each, 8 segment groups/brick.
10 seconds to move to a smaller quorum configuration.

12 hrs to add a new brick to a segment.

o

LI T 7
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Availability comparison
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Throughput / brick

1000 IOPS/node

R 50% read, 50%
\ \ \ write

\ \ What about large
write vs small write?

> v A > < 4]
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Throughput / logical capacity

120 bricks, 1TB
each.

500 IOPS/node
50% read, 50%

) ,\A‘ > \\ write
S, ==Y Eﬁ
* M=1 ¥ M=2 & M=3 > M=4 < M=5 1 M=6]
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Comparison: summary

3-way replication: MTTDL=10° years, 500 IOPS/brick

2-of-4 erasure coding: MTTDL=10*° years, 285 IOPS/brick
3-of-5 erasure coding: MTTDL=10**years, 222 IOPS/brick
4-0f-6 erasure coding: MTTDL=10*%years, 222 IOPS/brick
3-of-7 erasure coding: MTTDL=10"8years, 181 IOPS/brick
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Related work

t Distributed disk systems (DataMesh, Petal, Palladio)
— Each has limiting restrictions or problems.
t Primary-backup replication (Petal, Harp, disk-array mirroring, and
many others)
— System unavailable during failover, vulnerable to partitions
t Atomic-register algorithms for message-passing systems
— Less efficient, assumes crash-stop model.
t Recent erasure-coded store project at CMU PDL

— Assumes crash-stop model.

t State-machine replication (Paxos and others)
— Several communication rounds and synchronous writes.
— Large persistent state per block.

— We do use Paxos to replicate layout information.
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Related work in the commercial world

IBM IceCube
3D packaging

Not clear about software
structure.

LeftHand networks

The only company that ships a
distributed disk system today.

Demands changing clients.
Equalogic
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Current status

Protocol designs and proofs complete.

Prototype being implemented on Linux.
Based on Petal, ~50K LOC.
Implemented: replication, reconfiguration.
Not yet: erasure coding, load balancing.
Performance is OK. Using 1GHz PIII:

Throughput: ~700 IOPS/brick
Latency: ~760us / I/O operation.
Reconfiguration: takes quite a performance hit.
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Current work

Caching
What's the best use of NVRAM?
Does cooperative caching make sense?
Load balancing
Lots of neat ideas, not clear if they work.
Network-topology-aware data layout & load balancing
Networking will become a bottleneck at some scale.
Reconfiguration policy
When do we need to add a new brick to a segment?
Can we measure the components' reliability?
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Conclusion

Enterprise storage is not about speed, but about availability
and reliability.

FAB builds an enterprise disk system from commodity
components using software intelligence.

Replication based on majority voting allows quick failover.
For more information,

Talk or email to me: ysaito@hpl.hp.com.
Read the HOTOS 2003 paper.
We'll put up a web page soon!
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Problem with traditional atomic-register
emulation algorithms
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Globally
Layout management Teplicated (using

volume thl

A volume is divided into
segments

~32 segments (called a
segment group) are
mapped to N (N=3)
randomly chosen bricks.
Load is balanced both in
normal and degraded
modes

Easy to add or remove

bricks R
logical |:: E

Heterogeneous bricks offset
accommodated
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